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Introduction 
 
 
IBM is uniquely qualified to address the Oracle Resilient Low Cost Storage Initiative because of our rich 
history in providing high performance, modular building blocks for the open systems market. As an enterprise 
class storage solutions provider, IBM understands the stringent requirements that customers place on us for 
developing truly resilient and modular features. Features that were once known for monolithic architectures 
can be found in IBM’s DS4000 product family. 
 
With Oracle Database 10g’s built-in storage management features, users can use low-cost storage for many 
applications such as Flash Recovery Area (online disk backup), data warehouses, and supporting databases to 
help reduce storage cost. Although the storage is considered low cost, the storage must still be inherently 
resilient. Redundancies must be designed into the architecture and firmware from the ground up. In addition to 
hardware redundancies such as dual controllers, fans, and power supplies, many IBM solutions also feature: 

• “Dynamic HotScale” designed to allow customers to add drive trays without stopping applications. 
• “Dynamic Capacity Expansion” designed to allow customers to enlarge volume capacity without 

stopping applications.  
• “Dynamic RAID level migration” designed to allow customers to vary the striping as their needs 

change. 
• “Dynamic Segment Sizing” to accommodate varying I/O sizes 
• Premium features include: Copy services like: Snapshot, Remote Volume Mirroring, and Volume 

Copy 
• Multipathing solutions designed to redirect I/O in the event of a path failure and load balancing I/Os 

to help provide optimal performance. 
 

The purpose of this best practice paper is to help our joint customers configure Oracle Database 10g and IBM 
products for optimal performance. 
 
This white paper describes tested and proven configurations for running Oracle 10g using DS4100 and 
DS4300 storage solutions. Please visit the website at www.ibm.com to learn more. 
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1. Product Architecture 
 
The purpose of the “Resilient Low Cost Initiative” is to assist Oracle database customers to do more with less 
and to promote the use of low cost storage with Oracle databases whenever applicable. Such uses include:  

• Online disk backup 
• Testing databases 
• Development databases 
• Reporting databases 
• Disaster recovery databases 
• Data Warehousing 

 
Therefore we have selected two devices that can address both requirements: the IBM TotalStorage DS4300 
and the IBM TotalStorage DS4100. 
 
Product Description:  
DS4300 Storage Controller 
The DS4300 controller combines industry-standard components with robust firmware to help deliver 
enterprise-class functionality and exceptional performance value. 

The cost-effective DS4300 storage solution is designed to deliver the features and performance required from 
energetic workgroup and departmental environments. If capacity or performance demands increase, the 
firmware it shares in common with other IBM DS4000 family products helping simplify data migrations and 
upgrades to higher-end systems, such as the DS4800. 
 
One or two DS4300 controllers are integrated into drive modules to create a single-module storage system. 
Dual controller-enabled drive modules provide four 2 Gb/s host connections and support up to seven 
additional drive modules for a maximum storage capacity of 112 disk drives. 

DS4300 Controller Module Features and Specifications  

• Dual-active controllers  
• Four 2 Gb/s Fibre Channel host connections  

o 800 MB/s of host-side bandwidth (two 2 Gb/s interfaces per controller)  
o Support for direct-attach and SAN-attach  
o Support for point-to-point, arbitrated loop and fabric connectivity  

• Two redundant 2 Gb/s Fibre Channel drive channels  
o 400 MB/s of drive-side bandwidth  

• Battery backed 2 GB of cache (1 GB per controller) with ECC  
• Intel® XScale 600 MHz processor with built-in hardware XOR engine for high-speed RAID parity 

calculations  
• Data written by DS4300 storage system is recognized by the DS4800 simplifying migrations and 

upgrades and helping to protect investment  
• Performance:  

o Burst I/O from cache: up to 77,500 IOPS  
o Sustained I/O from media: up to 25,000 IOPS  
o Sustained throughput from media: up to 400 Mb/s  

 
Product Description: 
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DS4100 Storage Controller 
The DS4100 storage system combines industry-standard components with robust firmware to offer an 
affordable entry point without sacrificing scalability or high-end functionality.  
 
The DS4100 controller provides 2 Gb/s Fibre Channel (FC) connectivity and native support for serial ATA 
(SATA) disk drives – enabling it to support robust, yet cost-effective, storage solutions ideally suited for entry-
level and secondary storage requirements.  
 
Dual-active controllers are integrated into a SATA drive enclosure, creating a fully featured 14-drive storage 
system in a 3U module. Up to seven additional SATA or FC drive enclosures are supported for a maximum 
storage capacity of 112 disk drives.  
 
Unlike Fibre channel drives, SATA drives have a single path to the drive. The DS4100 has a special interposer 
card within each drive canister allowing dual paths (one from each controller) in the event of a loop failure to 
the drive. Having redundant paths to the drive is a requirement for enterprise class enclosures -- not all SATA 
enclosures have this capability. 
 
 

 
 
 

DS4100 Front View
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2. Fibre vs. SATA 

 
Choosing between technologies requires some background on Fibre & SATA technology. 
 
The SATA Cost Advantage 
Reducing storage acquisition costs is always an IT goal and disk drives often represent the vast majority of a 
storage system’s overall cost. When factoring in controllers, enclosures, and software, drives can amount to 
anywhere from 30 to 80 percent of the overall storage system costs. Utilizing SATA drives can potentially 
result in a substantial reduction in the cost of the storage system. 
 
Due to SATA’s large individual drive capacity – requiring fewer drives to reach a desired system capacity – 
and lower cost per gigabyte pricing compared to Fibre Channel, larger capacity-based configurations can result 
in larger savings. Performance-based configurations, however, can realize different results. Once the storage 
system’s maximum bandwidth is reached, overall throughput performance can be sustained with either SATA 
or Fibre Channel drives. If the application is I/O rate limited (e.g. with OLTP databases), the bottleneck is the 
drives. In this case, Fibre Channel gives about 2x the performance, but at about 2x the price. 
 
 
The Right SATA Application 
SATA technology does offer a lower cost per gigabyte than Fibre Channel, but it comes at a potentially higher 
price – reduced performance and availability. Many applications, including nearly all primary storage and 
production applications, will be best served by Fibre Channel disk drives, even at a higher price. The table 
below provides general characteristics for primary, secondary, and archival storage in traditional IT 
environments. 
 
Primary Storage vs. Secondary Storage vs. Archival Storage 

  
Primary 
Storage Secondary Storage Archival Storage

Primary Media FC disk SATA disk Tape 
Price Highest Low cost-per-GB Lowest 

IOPS performance Highest Minimal NA 
MB/s performance Highest High Lowest 

Time to data Immediate ~Immediate Prolonged 
Media Reliability Highest Good Lowest 
Uptime Required 24x7 <24x7 OK <24x7 OK 

Typical applications ERP/Oracle 
Test databases, data warehouses,  

ILM tiered database, online disk backups, etc. Archive retrieval 
 

 
Primary storage stores business critical information – data with the highest value and importance. This data 
requires continuous availability and typically has high performance requirements. Business-critical data will 
be stored on Fibre Channel disk implemented in enterprise-class storage solutions. Secondary storage stores 
business important information – data that needs to be online, but is only accessed periodically and can often 
tolerate lower performance and something less than 24/7 availability. Secondary storage represents a large 
percentage of a company’s data and is an ideal fit for SATA technology. SATA technology is also very good 
for throughput intensive applications like data warehouses because the drives usually are not the bottleneck. 
 
The Performance Profiles of SATA and Fibre Channel 
Applications are typically classified as having random or sequential data access patterns. Random data access 
is measured in I/Os per second (IOPS) and is essential for transaction-based applications – such as OLTP 
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databases – with random, small-block I/O. Sequential data access is measured in megabytes per second (MB/s) 
and is crucial for bandwidth-intensive databases – such as data warehouses or a database that is issuing many 
table and/or index scans – with sequential, large-block I/O. These two very different application access 
patterns place unique demands on the storage system. And while the controller and firmware are critical to 
overall storage system performance, the disk drive plays a significant role as well.  
 
SATA and Fibre Channel drives have very different performance profiles. Fibre Channel drives were designed 
for the highest levels of IOPS and MB/s performance – integrating advanced technologies to maximize 
rotational velocities and data transfer rates while lowering seek times and latency. Additionally, the Fibre 
Channel interface provides robust functionality to concurrently process multiple I/O operations of varying 
sizes in both directions at once. SATA’s slower drive mechanisms and limited interface functionality results in 
both lower IOPS and MB/s performance compared to Fibre Channel. And while these limitations make SATA 
unsuitable for most transaction-based (IOPS) applications, they have much less of a bearing on bandwidth 
(MB/s) applications where SATA can most often be successfully implemented because the bottleneck is rarely 
the drives. 
 
The following discussion focuses on the different demands transaction-based (IOPS) and bandwidth intensive 
(throughput) applications place on the disk drive, and how SATA and Fibre Channel compare. 
IOPS – To achieve optimal IOPS performance, drives need the following characteristics: 
• Fast time to data – Transaction-based applications are accessing data widely distributed across the drive. The 
amount of time it takes to locate data on the drive becomes critical. Fibre Channel drives with significantly 
lower seek times and latencies can get to data twice as fast as SATA drives. 
• Command queuing – Transaction-based applications typically generate large numbers of small I/O. The 
ability to receive multiple commands at once and optimize the workload to minimize the overall execution 
time provides a significant performance advantage. Fibre Channel supports extensive command queuing 
functionality; while SATA drives currently have none. 
• Full duplex communication – As transaction-based applications typically generate large amounts of I/O, the 
ability of the drive to communicate back and forth with the controller – simultaneously transmitting and 
receiving data – is critical. Fibre Channel drives support full-duplex communication, while SATA drives 
operate in half-duplex mode (alternatively transmitting or receiving data). 
Bottom line: The SATA drive is not designed for fast access to data or handling large amounts or random I/O. 
As a result, SATA drives deliver about half the IOPS performance of Fibre Channel – at the same number of 
drives – and will be unacceptable for applications requiring maximum IOPS performance. 
 
Throughput – To achieve optimal MB/s performance, drives need the following characteristics: 
• Data transfer rate – Bandwidth applications need data streaming off the drives as fast as possible. SATA 
drives are comparable to Fibre Channel drives on disk reads, delivering roughly 85 percent1 sustained transfer 
rate of 10,000 RPM Fibre Channel drives. SATA’s sustained data transfer rate on writes, however, is 
somewhat slower than Fibre Channel. 
• Command queuing – Bandwidth applications sequentially read and write I/O. Fibre Channel disk drives can 
receive multiple commands at once and read or write a subsequent I/O immediately after processing its 
predecessor. SATA drives – with no command queuing – finish one command then must wait for the next 
command, rotating the drive once or twice in the meantime before the next I/O can be read/written. 
• Maximum I/O size – Bandwidth applications typically generate large files, and subsequently large I/O for the 
controllers and drives. In the case of Oracle, large I/Os are 1MB in size. Since it can only process one 
command at a time, SATA’s maximum large I/O size of 128K significantly hurts its performance compared to 
Fibre Channel. The maximum large I/O size for Fibre Channel is dictated by the controller’s maximum 
segment size. The bottom line is that even with Fibre Channel’s advantages, SATA drives are a good fit for 
many bandwidth applications as they can generally still provide enough throughput to maximize a controller’s 
MB/s performance. With small-sized to medium-sized configurations with 3-4 drives, it typically takes up to 

                                                 
1 Based on empirical testing. 

- 7 - 



IBM    &    
twice as many SATA drives to match the MB/s performance of Fibre Channel. But once the storage system’s 
maximum bandwidth is reached, overall throughput can be sustained with either SATA or Fibre Channel 
drives.  
 
The final consideration – in addition to random and sequential access patterns – is access frequency and its 
relationship with secondary storage. Several secondary storage implementations identified as ideal for SATA 
technology generate random data access, which on the surface does not fit SATA’s performance profile. But 
these implementations – such as fixed content and reference data – will have sporadic access activity on large 
quantities of data and will therefore primarily be measured by cost per gigabyte and not performance. The 
secondary storage implementation that fits SATA’s performance profile exceptionally well is backup, which 
generates sequential I/O as it streams data to the backup target – a performance strength of SATA and data 
warehousing. 
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3. Planning an Optimal Oracle Installation using ASM 
 
Configuration tuning can be simplified by installing ASM. Oracle’s ASM (Automatic Storage Management) is 
a volume manager designed specifically for managing the Oracle Database storage grids. ASM partitions the 
disk space into 1 megabyte allocation units and combines these units to form database files. For each database 
file, ASM chooses storage units from all disks; and in this case volumes presented up from the array controller 
and across multiple storage arrays to help maintain even distribution of data storage and load. The intent of 
ASM is to minimize the end user burden of learning how to configure an array for best performance. It is 
designed to do most of that work for you. Below are some recommendations when using IBM storage with 
ASM:  

  
There are three scenarios for redundant configurations using ASM: 
Use external redundancy (no mirroring) if you are using one storage system, use the redundancy built into 
the storage system. The DS4100 and DS4300 have dual controllers capable of mirroring between themselves. 
Enable write cache mirroring for these situations.  
Use normal redundancy (2 way mirroring) if you are using two storage systems allow ASM to mirror the 
volume groups between them. Disable write cache mirroring within the DS4100 and DS4300 products in this 
scenario. 
Use high redundancy (3-way mirroring) If you have three or more storage systems ASM is designed to offer 
3-way mirroring for greater data protection. Alternatively, with two storage systems, enabling write cache 
mirroring within the DS4xxx products while concurrently mirroring to the second storage system using ASM 
can help you achieve a high level of data protection. 
 
Choosing RAID Levels 
RAID levels may be dynamically changed to optimize the RAID group and its associated LUNs. However 
when using ‘external and normal redundancy’ we recommend RAID 1 volume groups, or RAID 5 if you are 
capacity constrained and don’t mind the effects of write performance (see Diagram 1 below). For “high 
redundancy” when using ASM to mirror data between storage arrays, Oracle performs best when you set each 
spindle as a volume group using RAID 0. 

 
Diagram 1 
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Setting Segment Size 
The user should configure to maximize a 1 MB stripe size. Divide 1MB stripe size by the number of data 
drives to determine the segment size. For example 1MB / four data drives = 256KB segment size (see Diagram 
2 below).  

 
(Diagram 2) 

 
Expanding Capacity 
• If your database volume should ever need expanding, arrays allow for expansion to be done dynamically. 
This allows you to increase the capacity of volumes without the need for stopping your application. Some 
older OS types require a re-scan to verify the added capacity. Raw capacity expansion may be dynamically 
performed – this adds disk drives to the RAID group for increased capacity and I/O performance 
(see Diagram 3 below).  

 
Diagram 3 
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Load Balancing 
• Load balancing may be accomplished by spreading the Volumes/LUNs between the controllers in order to 
load balance I/Os and bandwidth requirements. With ASM you no longer need to create different volumes for 
every file. We advocate creating a data area and a flash recovery area that holds archived logs, flashback logs, 
online disk backup, etc. The data area and flash recovery areas should be on separate ASM disk groups (see 
Diagram 4 below). 

 
Diagram 4 

Mirrored Cache 
If ASM is mirroring volumes to another storage system you may choose to disable ‘write cache mirroring’. 
Otherwise we recommend writes be cached between controller pairs in the event of a controller failure (see 
Diagram 5 below). 
 

 
Diagram 5 
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Creating HotSpares 
ASM is designed with the ability to rebuild data to another drive, providing it has enough space for the 
operation. However we recommended creating a hotspare drive on the array when configuring volumes 
containing multiple spindles as in RAID 1 or 5 stripes. The DS4xxx architecture in conjunction with parity 
check is designed to determine if a drive is potentially at risk, and engage the hotspare. Controllers are 
designed to automatically begin rebuilding the hotspare in the event of a drive failure (see Diagram 6 below). 

 
Diagram 6 

 
Cache block size 
DS4100 and DS4300 arrays offer cache block sizes of 4k and 16k. Since Oracle is more tailored for 8k cache 
pages, we recommend using 16k cache block size.(see Diagram 7 below) 

 
Diagram 7 
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Enabling Parity Check 
We recommend enabling media scan with “parity check.” A media scan is a background process that runs on 
all logical drives in the storage subsystem for which it has been enabled, providing error detection on the drive 
media. Enabling the media scan process can help detect media errors before they disrupt normal drive reads 
and writes. The media scan process is designed to scan all logical drive data to verify that it can be accessed, 
and optionally, scans the logical drive redundancy data (see Diagram 8 below).  

 
Diagram 8 
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4. Configuring for a High Availability & Cluster 
 

Configuring for a cluster of storage for high-availability has additional requirements.  
1. Host-side multi-pathing: We recommend the RDAC driver from IBM when using Red Hat Enterprise 

Linux. The multi-pathing driver is designed to handle I/O timeout conditions and retry and select the 
proper path for redirecting the I/O in the event of path failures. The multi-pathing driver is designed to not 
only handle various HBA and switch issues but also allow for dynamic firmware upgrades. 

2. We recommend using redundant fibre channel switches and HBAs that have been tested for compatibility. 
See the IBM hardware compatibility list at www.ibm.com for the latest switch and firmware support. 

3. We recommend proper zoning such that both switches may see all the volumes from each controller pair. 
Use dual controllers in the array in the event of a controller failure. 

4. Each host should have two adapters for redundant paths. 
 
Guidelines for configuring multi-pathing drivers for Red Hat Linux and Oracle database 
 
The following instructions were taken from a test setup configured for Red Hat Advanced Server 3. This 
configuration will not apply to all installations. Please refer to Oracle’s web site for the latest patches and 
updates. See the following website http://otn.oracle.com. 
Oracle Cluster File System was used for the configuration of the shared devices. The Cluster application 
supplied with Oracle 9i was used as the Cluster Manager.  

 
HOST SETUP (Storage Manager, Operating System and Host Adapter) 
 

1. Operating System Installation – Refer to the Operating System Documentation. 
Also check with Oracle to verify your Operating System is certified.  

2. With Oracle 10.1.0.3 and above the CSS Misscount needs to be set to 120. 
If this count is lower and a controller fails, Oracle will reboot the 
node before the volumes failover. 

3. HBA Driver Install 
a. Refer to the Compatibility Matrix for supported Host Adapters and 

Drivers.  
4. RDAC Install – Multipath driver supplied by Information Technologies. 

a. Untar the RDAC package on the host 
b. Change directory into the linuxrdac directory  
c. Execute the following: 

1. make  
2. make install 
3. Follow the on screen instructions to modify the boot loader to 

load the new initial ramdisk that was created 
4. Reboot the host 

 
5. Verify RDAC is loaded after reboot 

a. lsmod | grep mpp 
 

Example output: 
 [root@clapton /]# lsmod | grep mpp 

mpp_Vhba        84096  4 
mpp_Upper       74356  0 [mpp_Vhba] 
scsi_mod       115496  6 [mpp_Vhba qla2300 aic7xxx mpp_Upper sg 
sd_mod] 
 
 

6. Storage Manager Installation  
 

a. SMclient – Manages the storage array 
b. SMutils – Collection of utilities to verify what the host sees from the 

array 
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c. SMruntime – Java runtime environment 
d. SMagent – Required for In-band management of the array 

 
*Note – Depending on the Storage Manager release these packages may come as one 
encompassing package called SMinstaller or as individual packages (names are noted 
in the bulleted list above).  
 

Cabling for Redundancy 
See diagram below for suggestions on wiring for cluster configurations. Each host has dual HBA’s (one for 
each switch port minimum). Each Switch port is capable of seeing all volumes from both arrays. It’s important 
for the switches to be zoned such that ASM can see all the volumes from both arrays. This not only allows 
ASM to function properly, but helps the multi-pathing driver to determine the best course of action in the 
event of a path failure.(see diagram below) 

 

Array 2Array 1 

Switch BSwitch A 

Host 4Host 3Host 2Host 1  
 
 
 
 
 
 
 
 
 
 
 
 
Using ASM Switch A/Array 1 can be defined for failure group A in a mirrored pair and Switch 
B/Array 2 can be configured for failure group B. 
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5. Recommended Storage Systems  
 

Choosing the Right Storage System 
Storage intensive databases require capacity but have low I/O requirements. We recommend the DS4100 
Fibre to SATA storage solution for this environment. The DS4100 controller may support up to seven 
expansion trays behind one control module. This solution offers a high capacity solution at a more affordable 
price point (see table below for wiring diagram). 
 
For throughput intensive applications we recommend either the DS4100 or DS4300 storage solution. IBM 
recommends using dual controllers to maximize the bandwidth. Adding more trays may not significantly 
enhance your performance. 
 
For I/O intensive Applications 
For I/O Intensive applications while using ASM, we recommend using DS4300 dual controllers and 
connecting additional disk trays for greater spindle count. Essentially more spindles equate to higher I/O rates. 
Although the DS4300 can add seven expansion trays for a total of 112 spindles, we recommend attaching no 
more than two expansion trays for this controller architecture. For truly high I/O rates, you may need to look at 
the DS4800 and take advantage of 4Gbit fibre channel ports. 
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DISCLAIMER: THE INFORMATION IN THIS DOCUMENT IS PROVIDED “AS IS” WITHOUT 
WARRANTY OF ANY KIND, INCLUDING ANY WARRANTY  OF  MERCHANTABILITY,  
FITNESS  FOR  A  PARTICULAR  PURPOSE,  INTEROPERABILITY,  OR  COMPATIBILITY.  
This information could include technical inaccuracies or typographical errors. Changes are periodically made 
to the information herein; these changes will be incorporated in new editions of the publication. IBM® may 
make improvements and/or changes in the product(s) and/or the program(s) described in this publication at 
anytime without notice. 

 
IBM’s products are warranted in accordance with the agreements under which they are provided. The inclusion 
of a non-IBM product on this list is not a guarantee that it will work with the designated IBM storage 
product. In addition, not all software and hardware combinations created from compatible components will 
necessarily function properly together. IBM does not provide service or support for the non-IBM products 
listed, but does not prohibit them from being used together with IBM’s storage products. During 
problem debug and resolution, IBM may require that hardware or software additions be removed from the 
IBM product to provide problem determination and resolution on the IBM-supplied hardware/ software. IBM 
makes no representations or warranties regarding the non-IBM products. For support issues regarding non-
IBM products, please contact the manufacturer of the product directly. IBM does not warrant either 
functionality or problem resolution of any non-IBM products. 

 
Information concerning non-IBM products was obtained from the suppliers of those products, their 
published announcements, or other publicly available sources. IBM has not tested those products and cannot 
confirm the accuracy of performance, compatibility or any other claims related to non-IBM products. Questions 
on the capabilities of non-IBM products should be addressed to the suppliers of those products. 

 
The following terms are trademarks of International Business Machines Corporation in the United States, 
other countries, or both: TotalStorage, System Storage, Tivoli, TSM, AIX, and OS/400 

 
Microsoft®, Windows®, and Windows NT® are registered trademarks of Microsoft Corporation in the United 
States, other countries, or both. 

 
UNIX® is a registered trademark of The Open Group in the United States and other countries. 

 
Other company, product, and service names may be trademarks or service marks of others. 
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