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Executive summary  
By deploying Oracle Database 11g  Release 2 on EMC® unified storage systems, 
customers can benefit from the advanced capabilities that EMC unified storage array-
based software provides, including Virtual Provisioning™, local and remote 
replication, and five 9s availability. Most notably, the ability to leverage Flash drives 
in EMC unified storage systems provides great benefit when combined with Oracle 
Database flash cache. 

Introduction 
This white paper is intended to help users of Oracle understand the deployment 
guidelines and considerations of Oracle Database 11g  Release 2 on x86_64- and 
x86-based Linux servers in environments with EMC unified storage. Based on 
engineering testing done at EMC labs, this paper covers the important deployment 
aspects of Oracle Database 11g Release 2 in the context of EMC unified storage.  It is 
not intended to cover every feature of Oracle Database 11g Release 2. For specific 
features not covered in this white paper please refer to the appropriate Oracle 
Database 11g  Release 2 documentation. 

Audience  

This white paper is intended for Oracle administrators, storage architects, customers, 
and EMC field personnel who want to deploy and configure Oracle Database 11g 
Release 2 on an EMC unified storage array. 

EMC unified storage technology overview 

CLARiiON CX4 

The EMC CLARiiON® CX4 series with UltraFlex™ technology is based on extensive 
technological innovation, providing a midrange solution that is highly scalable, 
meeting the price points of most midrange customers. The CX4 is the fourth-
generation CX™ series, and continues EMC’s commitment to maximizing customer’s 
investments in CLARiiON technology by ensuring that existing resources and capital 
assets are optimally utilized as customers adopt new technology. The CX4 delivers 
immediate support for the latest generation of disk drive technologies, such as Flash 
drives. Flash drives are supported on all four models of the EMC CX4 (CX4-120, CX4-
240, CX4-480, and CX4-960). 

The CLARiiON CX4 series introduces thin LUN technology that builds on CLARiiON 
virtual LUN capabilities and seamlessly integrates with CLARiiON management and 
replication software. With CLARiiON Virtual Provisioning, you can choose between 
traditional LUNs, metaLUNs, and thin LUNs. The ability to nondisruptively migrate 
data to different LUN and disk types allows you to deploy the best solution without 
incurring downtime. Virtual Provisioning enables organizations to reduce costs by 
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increasing utilization without overprovisioning of storage capacity, simplifying 
storage management, and reducing application downtime. 

CLARiiON includes EMC Unisphere™, which is a suite of tools that allows centralized 
management, monitoring, and configuration of CLARiiON storage systems. The 
software includes Unisphere, which has a web-based graphical UI, and Navisphere® 
Secure CLI (Command Line Interface). CLARiiON provides functional capabilities like 
point-in-time local replicas and remote replication for business continuity using the 
Unisphere management tool. 

Many excellent features are introduced for every new FLARE® release.  Release 30 
includes FAST Cache, which extends the storage system’s existing caching capacity 
for better system-wide performance, and FAST, which automates the movement and 
placement of data across Flash, Fibre Channel, and SATA storage resources as needs 
change over time. A detailed study of these features is out of the scope of this paper.   
The white papers Leveraging EMC FAST Cache with Oracle OLTP Database 
Applications and Leveraging Fully Automated Storage Tiering (FAST) with Oracle 
Database Applications can be found on EMC.com, and the References section lists 
additional resources.   

Most of the data points discussed in this paper are in context of the CLARiiON CX4 but 
still apply to the native block implementation of any EMC unified storage platform. 

EMC unified storage  

The EMC unified storage platform combines an IP storage enclosure and best-in-class, 
native CLARiiON storage using NAS, iSCSI, and Fibre Channel in a single packaged 
solution. Being built on a robust platform like CLARiiON, EMC’s unified storage 
inherits all the high-availability (five 9s) characteristics of a CLARiiON storage 
platform along with support for the latest technologies available on CLARiiON. The 
EMC unified storage platform supports the latest generation of disk drive 
technologies including Flash, Fibre Channel, and SATA II drives.  

Storage models include the NX4, NS-120, NS-480, and NS-960. 

Oracle Database 11g  Release 2 technology overview 
Oracle Database 11g  Release 2 is the second release of  the award-winning Oracle 
Database 11g. The common theme for this release was “Consolidate, Compress, and 
Control.” Oracle Database 11g Release 2 consists of two separate software 
components: the Grid infrastructure, and the Oracle database software. You can build 
an Oracle-based Real Application Clusters (RAC) database, a standalone, or a RAC 
one node from the Oracle Database 11g Release 2 software. EMC Fibre Channel 
storage area network (SAN) storage systems are the ideal choice for deploying these 
highly reliable Oracle Database 11g Release 2 solutions.  

http://www.emc.com/collateral/software/white-papers/h8018-fast-cache-oracle-wp.pdf
http://www.emc.com/collateral/software/white-papers/h8018-fast-cache-oracle-wp.pdf
http://www.emc.com/collateral/software/white-papers/h8040-leveraging-fast-oracle-wp.pdf
http://www.emc.com/collateral/software/white-papers/h8040-leveraging-fast-oracle-wp.pdf
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Grid infrastructure  

In Oracle Database 11g Release 2, Oracle has made changes to the basic physical 
layout of the database. Starting with this release, Oracle Clusterware and Oracle 
Automatic Storage Management (ASM) are installed into a single home directory, 
which is called the Grid home in a cluster environment.  The Oracle Grid infrastructure 
refers to the installation of the combined products. Oracle Clusterware and Oracle 
ASM are still individual products, and are referred to by those names. 

Figure 1 depicts the important components of the Grid infrastructure for the cluster. 

 

Figure 1. Oracle Grid components  

The following sections detail the components of the Grid infrastructure for both 
cluster (Clusterware and ASM) and standalone (Oracle Restart and ASM). 

Clusterware (CRS)  

Oracle Clusterware provides the infrastructure necessary to run Oracle Real 
Application Clusters (RAC). Oracle Clusterware enables servers, referred to as hosts or 
nodes, to operate together as if they are one server, commonly referred to as a 
cluster. Although the servers are standalone servers, each server has additional 
processes that communicate with the other servers. In this way, the separate servers 
appear as if they are one server to applications and end users (a shared everything 
model). Oracle Clusterware also manages resources, such as virtual IP (VIP) 
addresses, databases, listeners, services, and so on. The combined processing 
power of the multiple servers provides greater availability, throughput, and scalability 
than are available from a single server. 

Oracle provides an interface between the user and the Clusterware called crsctl for 
parsing and called Oracle Clusterware APIs for Oracle Clusterware objects.  

Cluster startup 

Figure 2 helps as a reference for the processes and sequence involved in starting 
Oracle Clusterware. 
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Figure 2. Cluster startup stack1  

Unlike in previous releases, the init process starts the ohasd, which stands for 
“oracle High availability service Deamon”. This, in turn, starts oraagent, orarootagent, 
and cssdagent, which are responsible for starting up the other required cluster 
processes. 

Evmd, Oracle ASM, mdnsd, and gpnpd are started by oraagent, which also starts the 
database and ASM instances along with ONS and eONS. 

Orarootagent starts cssd monitor and crsd, mainly along with other daemons. It also 
starts the gnsd, VIPs, the SCAN VIP, and network resources. 

The Cluster Synchronization Service is started by cssdagent. 

Oracle Restart 

Beginning with Oracle 11g Release 2, ASM is part of the Grid infrastructure. For a 
standalone server, the Grid software includes Oracle Restart and ASM. The Grid 
infrastructure for standalone installation should be installed before installing Oracle 
Database 11g R2 in order for it to manage the database automatically. 

Oracle Restart improves the availability of your Oracle database. When you install 
Oracle Restart before installing the Oracle database, various Oracle components can 
be automatically restarted in the proper order with component dependencies after a 
hardware or software failure or whenever your database host computer restarts. The 
components that are automatically started are the database instance, oracle net 

                                                      
1 Oracle ClusterWare Administration and Deployment Guide 
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listener, database services, and the ASM instance. The existing ASM diskgroups are 
also mounted automatically. 

 

Figure 3. Depicting the automatic start of the “pmon” process after the database 
instance is crashed. 

For the example above, we crashed the database instance by killing the pmon 
process.  However, after the crash, when listing the processes, we see the pmon 
process for the database in the list.  This proves that Oracle Restart is successful in 
bringing the instance back up automatically. 

When Oracle Restart is in use, Oracle recommends the srvctl utility to start and stop 
the components managed by Oracle Restart. 

Automatic Storage Management (ASM) 

ASM is Oracle’s recommended storage management solution that provides an 
alternative to conventional volume managers, file systems, and raw devices.  ASM is 
an integrated volume manager and file system for Oracle database files that supports 
both single-instance Oracle Database and Oracle RAC configurations. An ASM 
instance is a special Oracle instance that controls the functionality of ASM. ASM 
needs access to the disks in the ASM disk group. The ASM instance has a System 
Global Area (SGA) and associated background processes. 

Figure 4 depicts the Oracle ASM storage layers. 
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Figure 4. Oracle ASM storage layers2  

The high-availability features of EMC storage infrastructure can be put to use as a 
destination for Oracle binaries and other critical files through the use of the ASM 
Cluster File System (ACFS) provided in Oracle Database 11g Release 2, which is 
created on top of the ASM Dynamic Volume Manager (ADVM). 

These ASM storage layers are described next. 

ASM Dynamic Volume Manager (ADVM) 

ADVM is an Oracle Kernel-loadable device driver that is loaded at ASM startup. This 
driver communicates with the ASM instance for ASM extent maps, rebalancing tasks, 
and I/O failure issues. It provides a standard I/O interface for clients that are normal 
file systems such as ACFS or other third-party file systems like ext3 to use supporting 
ASM functionality.  ADVM provides the volumes that are necessary to create a file 
system from ASM disk groups.  Oracle ADVM can support up to 64 million files per file 
system, up to 64 mounts on 32-bit systems, and 256 mounts on 64-bit systems. 

Automatic Storage Management Cluster File System (ACFS) 

Oracle ACFS is a multiplatform, scalable file system and storage management 
technology.  It is always configured with Oracle ASM storage and interfaces with ASM 
storage through a traditional device file. This device file is presented by the Oracle 
ADVM and is constructed using a dynamic volume file. The Oracle ADVM volume 
device file is created automatically following the creation of an Oracle ADVM volume. 
An Oracle ACFS is then bound to the Oracle ADVM device file during file system 
creation. After an Oracle ACFS is configured and mounted, the file system inherits the 
ASM storage management features associated with an ADVM volume, including 
dynamic balanced distribution, mirroring and striping, and dynamic resizing. 

The Oracle ACFS driver establishes communication with the ASM instance to receive 
ASM status information including ASM instance and disk group state transitions. 

                                                      
2 Oracle Automatic Storage Management Administrator’s Guide 11g Release 2 
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ACFS stores data that is not inherently stored in the ASM disk group.  A few data types 
that can be saved on ACFS include binaries, database trace files, database alert logs, 
application reports, BFILEs, and configuration files. Other supported files are video, 
audio, text, images, engineering drawings, and other general-purpose application file 
data.  This is a cluster file system so it is visible across the cluster and can be 
accessed concurrently.  ACFS together with ASM provide a file system in which all the 
database’s associated files and data can be stored.  SQLPLUS, ASMCMD, and ASM 
Configuration Assistant (ASMCA) can be used for ACFS and ADVM administration.  

While using CFS one important thing to remember is that in the Grid infrastructure 
environment, init scripts for the Oracle High Availability Service Daemon (OHASD) are 
available to automatically start the ACFS objects after booting.  In the single-node 
environment (an Oracle Restart environment or standalone installation),  ACFS 
objects will not be auto-started.  You need to write a custom script to start ACFS after 
booting.  Within the script the ACFS volumes can be mounted, or this can be done 
manually.  The command to start the ACFS driver is as follows: 

# acfsload start -s 

Oracle Database 11g Release 2  

Oracle Database 11g Release 2 introduced many features, including the following: 

 Instance caging, which allows allocation of CPUs among the database instances 

 A recursive “WITH” clause by which the “with clause” is extended to formulate 
recursive queries 

 In-memory parallel execution, which minimizes or even eliminates the physical 
I/O needed for parallel execution, thus improving performance 

 Auto Degree of Parallelism, which provides an optimal degree of parallelism for 
any given SQL operation 

 The database flash cache feature, which, when enabled using EMC Flash drives, 
has shown up to 40 percent performance improvement  

A database server is the key for managing information in multiuser environments by 
preventing unauthorized access.  It consists of the database and at least one 
database instance. The database instance manages the database files and also 
needs access to the disks in the ASM disk group. It also has SGA and background 
processes just like the ASM instance. 
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Figure 5. The interaction between ASM and database instances in a single node 

Figure 5 depicts the interaction between the ASM instance and two database 
instances managing two different databases on a standalone server. 

The ASM instance is built on the same technology as the database instance, and both 
instances require shared access to the ASM disks in the disk group. An ASM instance 
manages the metadata information of the disk group. The database instance gets the 
file layout information from the ASM instance, so database instances can then issue 
direct I/O calls to the disks without going through the ASM instance. The database 
instance mounts and opens the database. The database instance is not involved in 
ASM functionality such as mounting, unmounting, altering disk groups, and so on. 

New or improved features in Oracle Database 11g Release 2 

Table 1 highlights important differences between the previous release and Oracle 
Database 11g Release 2. 

Table 1. Feature comparison between Oracle Database 11g Release 2 and 11gR1 

Features Oracle Database  11g 
Release 2 

Oracle Database 11g R1 

Grid (ASM includes) Provided No 
SCAN address Provided No 
Grid Naming Service (GNS) Provided No 
Grid Plug and Play (GPnP) Provided (DHCP-enabled 

environment can only 
take advantage ) 

No 

Oracle Restart Provided  No 
Oracle RAC one node Provided No 
ACFS Provided No 
Asmca (ASM configuration 
assistant) 

Provided No 

DB flash cache Provided No 
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Cluvfy, dbca, netca Enhanced functionality Provided 
Ocrconfig (migrate, and so 
on) 

Enhanced functionality Provided 

OCR and voting  Stored on ASM No 
Asm parameter file on asm Stored on ASM No 
Deinstall Tool (oui is 
disabled) 

Provided No 

Role separated 
administration 

Two different users for 
the Grid and database, a 
different administration 
group for ASM 

No 

Instance caging Provided No 
Asmcmd Enhanced functionality Provided 
Srvctl Enhanced functionality Provided 
Crsctl Enhanced functionality Provided 
Cluvfy integration with OUI Provided No 
Init.crs, init.cssd Deprecated, replaced by 

init.ohasd 
Provided 

OLR Provided No 

 

Oracle Database 11g Release 2 RAC deployment configuration 

Figure 6 shows the various deployment components involved in configuring Oracle 
Database 11g Release 2 RAC with two nodes. 
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Figure 6. Deployment view of an Oracle 11g  Release 2 RAC (with 2 nodes) 
configuration 

The main components in a deployment of an Oracle Database 11g Release 2 
infrastructure include the following. 

 Grid Home — Home for ASM and Clusterware. In order to access the ASM instance, 
ORACLE_HOME should be set to GRID_HOME. 

 Oracle Home — Home for Oracle Database. 

 SCAN Address — SCAN stands for Single Client’s Access Name, which is a new 
feature in 11g  Release 2.  This feature facilitates a single name for client access 
to the Oracle database running in a cluster rather than using the IP address of 
each node.  In previous versions of the Oracle database software, in order to add 
or remove a node, the tns entry needed to be edited. SCAN eliminates this 
necessity as all nodes are accessed using the same name. SCAN is configured 
during the Grid installation. 

 Storage — A storage resource is mounted to store Oracle Cluster Registry (OCR), 
VOTING, external resources, and other data files that are shared among the RAC 
nodes in the case of cluster deployment or pertaining to the particular node in the 
RAC one-node standalone deployment. We used EMC CLARiiON CX4 SAN storage 
for this purpose. 
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As mentioned earlier, though most of the data points discussed in this paper are in 
the CLARiiON CX4 context they still apply to the native block implementation of any 
EMC unified storage platform. 

An Oracle Database 11g Release 2 server on CLARiiON CX4 
architectural overview 
An architectural overview of an Oracle Database 11g Release 2 server using the EMC 
Fibre Channel SAN setup in our lab is shown in Figure 7. This depicts a simple 
configuration and can be extended to incorporate failover scenarios with redundant 
hardware. This architecture is comprised of the following components: 

 Two-node Dell R710 (Intel) Oracle Database 11g Release 2 RAC nodes. Each node 
has Grid and Oracle Database installed. Each Dell R710 RAC node server is 
running Oracle Enterprise Linux (OEL) 5.4. 

 Gigabit Ethernet switch for the network. 

 Brocade DS5300 Fibre Channel switches.  

 EMC CX4 FC SAN in a redundant configuration. 

 
Figure 7. Architectural overview of Oracle Database 11g  Release 2 (2 nodes) formed 
for Dell R710s and EMC CLARiiON CX4 storage 
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Network configuration  

The network is configured manually using a host file where the public, virtual, and 
private IP addresses for each node are entered. They create the public, virtual, and 
private interfaces, respectively. Also three IP addresses that are of the same domain 
as VIP addresses are also entered along with the scan name. 

Use two dual-port, 8G QLogic host bus adapters (HBAs) on each R710 node of the 
cluster. Two network interface cards (NICs) are on each node — one for the public 
network connection and the other for the private. One port from each HBA on the 
nodes is connected to two separate Brocade DS5300 switches as shown in Figure 7. 
SPA and SPB of each array are connected into both switches as indicated in the 
figure.  Fibre Channel is used for SAN connectivity. Ethernet is used for public and 
private network connections. 

Deploying Oracle Database 11g Release 2 on CLARiiON CX4 
Deploying Oracle Database 11g Release 2 RAC with CLARiiON CX4 storage involves 
the following steps after designing the right deployment configuration, which was 
described in the previous section, and installing the OS (OEL 5.4). 

1. Installing EMC Unisphere Host Agent and Navisphere CLI 

2. Installing EMC PowerPath (multipath software) 

3. Creating shared storage from EMC CLARiiON CX4 storage (for OCR and voting 
devices, the ASM parameter file, the cluster database)   

4. Installing and configuring Grid infrastructure 

5. Installing and configuring Oracle Database 

Installing EMC Unisphere Host Agent and Navisphere CLI  

Starting with release 30 Host Agent should be installed instead of the Navisphere 
agent. Unisphere Host Agent communicates with CLARiiON storage management 
software over a local area network (LAN). The Unisphere Host Agent must be installed 
on all Oracle Database 11g Release 2 servers whether they are part of RAC or 
standalone. The agent facilitates communication between storage and the servers. 
Unisphere Manager, the storage management software, provides a web-based UI that 
lets you configure the storage systems connected to the servers on the LAN. 

After completing installation and zoning, log in to the server and create a file called 
agentID.txt (case-sensitive) in the root directory, with the following two lines of 
information. This file ensures that the Unisphere Agent binds to the correct HBA/NIC 
for registration and therefore registers the host with the correct storage system.  

Line1: Fully-qualified hostname of the host (for example, r7102.casjpe.emc.com) 
Line 2: IP address of the HBA/NIC port that you want Host Agent (Navisphere Agent) to 
use (for example, 10.13.168.30) 
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From release 30, Unisphere Host Agent (naviagent-6.28.10.3.11-1.noarch.rpm*) is 
installed using the following commands. 

# rpm –ivh  NaviHostAgent-Linux-64-x86-en_US-7.30.0.3.94-1.x86_64.rpm 

 #rpm –ivh  NaviCLI-Linux-64-x86-en_US-7.30.0.3.94-1.x86_64.rpm 

(For the command line) 

# /etc/rc.d/init.d/hostagent start 

Prior to release 30 naviagent along with navicli are installed on each server as: 

# rpm –ivh naviagent-6.28.10.3.11-1.noarch.rpm* 

# rpm –ivh navicli-6.28.10.3.11-1.noarch.rpm*  

# /etc/rc.d/init.d/naviagent start 

Make sure that /var/log/HostIdFile.txt has the IP address you have entered in the 
agentID.txt file. 

After installing and starting EMC hostagent, the host should be listed under “host 
connectivity”. Additional LUNs can be created and added to the storage group (pool) 
connected to the nodes in the RAC or for the node in the standalone deployment 
using the CLARiiON Unisphere management tool. 

Installing EMC PowerPath 

PowerPath® is host-based software that provides path management. It also provides 
automatic failover and thus chooses alternate paths for the data if required. It 
enhances application availability and SAN performance, and its dynamic multipath 
load balancing improves I/O performance. PowerPath is very beneficial in a cluster 
environment as it provides high-availability cluster support, preventing operational 
interruptions and costly downtimes. The PowerPath failover feature prevents node 
failover, thus providing uninterrupted application support. 

To take advantage of the benefits provided by PowerPath, install the product and 
configure as described next. 

 Install PowerPath: 

# rpm –ivh  EMCpower.LINUX-5.3.1.00.00-111.rhel5.x86_64.rpm 

  Register the PowerPath license: 

# emcpreg –install  

  Start the service: 

# /etc/init.d/PowerPath start 

Creating shared storage from EMC CLARiiON CX4 storage 

Before starting the installation you need to configure the storage. For Oracle Database 
11g Release 2 there are different ways to store the Clusterware files. ASM is the 
Oracle-recommended option where other options include the NFS file system on 
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which we cannot directly store the Clusterware files due to some limitations and the 
Oracle cluster file system (OCFS2). 

Your selection of file system directly depends on the platform (OS) and storage type 
selected.  In building a Linux platform (OEL 5.4) and using CLARiiON CX4 storage you 
can use either ASM or OCSF2.   

Configuring the storage using ASM 

We used ASM in all of our Oracle 11g Release 2 installations, although testing was 
also done with OCFS2 to validate that option.  The following three Oracle ASM rpms 
were installed, aligned with Oracle’s recommended practice: 

 oracleasm-support-version.arch.rpm 

 oracleasm-kernel-version.arch.rpm 

 oracleasmlib-version.arch.rpm 

We configured using the following command: 

# /etc/init.d/oracleasm configure 

Deciding on the required number of physical devices 

The number of physical devices (LUNs) required to store the Clusterware files such as 
OCR and voting disks depends on the redundancy to be selected for the ASM disk 
group during Grid infrastructure installation. 

Table 2 shows the relation between the number of physical devices and redundancy 
used. 

Table 2. Relation between redundancy and the number of physical devices required 

Redundancy Minimum number 
of physical devices 

External 1 

Normal 3 

High 5 

 

Although we tested installations with all the redundancies (just to check if the 
number of voting files and OCR were created ), due to the redundancy provided by the 
storage, we can use external redundancy while creating the asm disk group during 
installation. We recommend RAID 5.  

A good practice is to partition the devices that are going to be used with fdisk. 

Deciding on the size of storage 

The total required volume size is cumulative. For example, to store all Oracle 
Clusterware files on the shared file system with normal redundancy, you should have 
at least 2.5 GB of storage available over a minimum of three volumes (three voting 
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disk files on each volume, one OCR and two OCR mirrors). You should have a 
minimum of three physical disks, each at least 800 MB, to ensure that voting disks 
and OCR files are on separate physical disks. The effective disk space in a normal 
redundancy disk group is half the sum of the disk space in all of its devices. In a high 
redundancy disk group it is one-third the sum of the disk space in all of its devices. 
ASM reserves a number of blocks at a fixed location of every ASM disk for storing the 
voting disk. If the disk holding the voting disk fails, ASM selects another disk to store 
this data. 

The device partition for each voting disk should be a minimum of 280 MB, and for the 
OCR disk it should be a minimum of 280 MB. So Oracle ASM ensures the 
configuration of multiple voting disks if you use a normal or high redundancy disk 
group. The following table lists the minimum total size required for different 
redundancies. 

Table 3. Shared storage requirement depending on the redundancy 

Redundancy Number 
of voting 
and OCR 

Effective disk 
space required 

Minimum total 
size required 
(GB) 

External 1 voting 
and 1 
OCR 

1*280+1*280 = 
560 MB 

1 GB over a 
device 

 

Normal 3 voting, 
1 OCR 
and 2 
OCR 
mirrors 

3*280 +1*280 = 
1120 MB 

2.5 GB over 3 
devices 

 

High 5 voting, 
1 OCR 
and 3 
OCR 
mirrors 

5*280+1*280 = 
1680 MB 

4 GB over 5 
devices 

Inferring from the configurations and taking into account worst-case scenarios due to 
ASM rebalance, a minimum of 1 GB is recommended even for external redundancy. 
Usually, when external redundancy is used, a device partition of 2.5 GB for Normal 
redundancy is used (three devices each of 1.5 GB) and for High redundancy, 4 GB 
over five devices is recommended. 

We can check if the size is appropriate by checking USABLE_FILE_MB of the ASM disk 
group. If it becomes negative, it is strongly recommended that you add more space to 
the disk group as soon as possible. 

Label the physical devices as ASM devices 

Before we configure the devices for ASM, mark them as ASM disks, so that the ASM 
driver will be able to recognize and use them while creating the ASM disk groups. The 
following commands show how to mark the devices. 
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 If  they are not multipath devices then: 

  # /etc/init.d/oracleasm createdisk asm_disk1 /dev/sda1 

But when using EMC PowerPath, mark as: 

# /usr/sbin/asmtool -C -l /dev/oracleasm -n ASM_NAME -s 
/dev/emcpowerDEVICE -a  force=yes 

List the asm devices: 

  # /etc/init.d/oracleasm listdisks  

Also make sure that the physical devices (LUNs) on storage are added to the storage 
group(s) that are connected to the nodes in the cluster. 

The ASM-labeled devices will be recognized and displayed during Grid infrastructure 
installation. When selecting the LUNs and redundancy, a disk group is created during 
installation to store the Clusterware files and also the ASM parameter file. 

Shared storage for the storing database 

The storage required for the database should be configured in the same way as 
explained above. Depending on the size of the data, devices (LUNs) should be carved 
and disk groups are created using them. We can create disk groups after installing the 
Grid infrastructure using the asmca utility.  

The LUNs that are used as shared storage should be placed in the storage group to 
which all hosts in the cluster are connected or LUNs should be added to all storage 
groups to which the nodes of the cluster are connected. 

Installing and configuring Grid infrastructure  

Install the Grid infrastructure as directed in the proper Oracle installation guide. The 
following points should be considered during and after Grid infrastructure installation 
to make installation and use easier:  

 Do not install grid and database binaries into the same home. Install Grid 
infrastructure into a separate home and the database into another location. 

 Create two separate owners for GRID (owner is grid) and Database (owner is 
oracle) or just use one owner (oracle) for both — either way will work. Using the 
same user actually reduces overhead by a little. 

 From Oracle Database 11g Release 2 we use a different role allocated to groups as 
well as to users. The new ones are: 

 A separate OSASM group (asmadmin), whose members are granted the 
SYSASM privilege to administer Oracle Clusterware and ASM. 

 A separate OSDBA for the ASM group (asmdba), whose members include grid, 
oracle, and those granted access to ASM. 

 The following example shows how to access ASM information using sqlplus as 
with sysasm privileges: 
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Sqlplus /nolog 

Conn /as sysasm; 

 Do not use raw or block devices for storing Clusterware files as they are no longer  
supported. 

 Follow the guidelines provided in the Creating shared storage from EMC CLARiiON 
CX4 storage section while configuring storage for the Clusterware file.  

 Most importantly, do not use the typical installation if you are not using a DHCP-
enabled  environment as it will not give you an option to disable the GNS that is 
introduced in Oracle 11g Release 2. 

The Oracle GNS is a gateway between the cluster mDNS and external DNS servers. 
gnsd is the daemon process that performs name resolution within the cluster. In 
order to use GNS for configuring, your environment should then be DHCP-enabled. 

As nodes are added to the cluster, the DHCP server governing the network  will 
provide IP addresses dynamically for those nodes, then GNS automatically 
registers those addresses. Thus GNS provides the name resolution within the 
cluster sub-domain to the addresses of cluster nodes that are registered with the 
GNS. 

Typical installation and manual configuration don’t work well together. The reason 
is in a typical installation you will not have an option to not to use GNS and so 
Clusterware is entitled to pick up some IP addresses for the node VIP and SCAN 
VIP. The address may not be desirable or configurable, which may result in an 
unsuccessful installation. 

If you are using the manual configuration method then always use the advanced 
installation method where you have an option not to use GNS. 

 Use the crsctl command carefully especially when dealing with stopping 
resources.  

This command stops oracle high availability services on the local node: 

# crsctl stop crs  

This command stops high availability services across cluster nodes: 

#crsctl stop clusterware 

 SCAN address  

Three different IP addresses are needed, which resolve to the same SCAN name. If 
using the host file for configuring then make the entry of the three IP addresses 
resolve to the same SCAN name (your choice, but it should be unique). If using 
GNS then, it will choose the SCAN name for you. 

SCAN addresses are configured in the host file as: 

10.13.168.16  r_cluster-scan.casjpe.emc.com  r_cluster-scan 

10.13.168.17  r_cluster-scan.casjpe.emc.com  r_cluster-scan 
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10.13.168.18  r_cluster-scan.casjpe.emc.com  r_cluster-scan 

The SCAN domain should be the same as the VIP domain of the nodes. 

During installation provide the SCAN name of your choice if using manual 
configuration (usually the convention EMC followed is “clustername-scan.domain 
name”) and the SCAN port is always 1521.  Also, the cluster name can be entered 
in the cluster name field. The cluster name provided is used as the name of the 
directory for storing information. This is to store Clusterware files or store 
diagnostics and so on. 

For example: 

ASMCMD> ls 

DATA/ 

FLASH_RECOV/ 

OCR/ 

ASMCMD> cd OCR 

ASMCMD> ls 

r_cluster/ 

ASMCMD> cd r_cluster 

ASMCMD> ls 

ASMPARAMETERFILE/ 

OCRFILE/ 

 If planning to use ASM, then the Grid infrastructure should be installed even for 
the standalone server. 

 ohasd is the Oracle high availability service daemon that actually governs the 
cluster stack.  When ohasd is down, it is not possible to bring up any cluster 
components. 

 OCR is backed up automatically every four hours to <GRID_HOME>/cdata/<scan 
name>/ and can be restored using ocrconfig.  

 Before restoring the OCR make sure  you restart the resource that failed. 

 Check if the corrupted OCR is the cause for failure using the OCRCHECK utility. 
If the command returns with an error message, then both the primary and 
mirrored OCRs have failed. 

 Restore OCR to address the issue:  

1. ocrconfig –showbackup   to check the backup  

2. ocrconfig –restore filename  to restore the OCR into the file with the file 
name “filename” 

3. ocrcheck  to check if the failure error has disappeared 
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4. Start crsd 

5. Verify the integrity of the OCR of all nodes using: 

cluvfy comp ocr –n  all –verbose 

6. As the ASM diskgroups are being used to store, make sure that the asm 
diskgroup used is mounted 

 The voting file is backed up into the OCR at every configuration change and can be 
restored using crsctl: 

 As Oracle ASM is being used to stored the voting disks, the following 
command has been used to replace the old with the updated voting disks: 

crsctl replace votedisk +asm_disk_group 

 The FUI of the voting disk from query votedisk information is needed in order 
to replace the voting disk in the cases where ASM disk groups are not used to 
store it. 

 To replace a voting disk with another, first add the voting disk and then 
remove the one that should be replaced by using the add option. 

 Beginning with Oracle Database 11g Release 2, the cluster along with OCR and 
voting also includes the Oracle Local Registry (OLR). Each node in the cluster has a 
local registry for node-specific resources called OLR that is installed and 
configured when Oracle Clusterware installs OCR. 

It is concurrently accessed by multiple processes at a given time whether the 
Clusterware is running or fully functional. OLR is located by default at  
$GRID_HOME/cdata/host_name.olr on each node. 

As root, use OCRCHECK, OCRDUMP, and OCRCONFIG with the “-local” option 
indicating the action on the local registry, in order to manage OLR. 

Using OCRCHECK, the information associated with the OLR location and so on can 
be checked, and the contents of OLR can be viewed using OCRDUMP. OCRCONFIG 
is used to import, export, back up manually, and so on. 

Check Oracle documentation for the related commands. All of them are verified in 
testing environment used in this case. 

Examples with output: 

 [oracle@R7103 bin]$ sudo ./ocrcheck -local 

Status of Oracle Local Registry is as follows : 

Version                  :          3 

Total space (kbytes)     :     262120 

Used space (kbytes)      :       2212 

Available space (kbytes) :     259908 

ID                       :  766566032 
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Device/File Name         : /opt/app/oracle/11.2.0/grid/cdata/r7103.olr 

                                    Device/File integrity check succeeded 

 

          Local registry integrity check succeeded 

 

          Logical corruption check succeeded 

 

 [oracle@R7103 bin]$ sudo ./ocrdump -local -stdout |more 

 

Figure 8. Depicting the ocrdump output 

 Oracle recommends the use of “manualbackup” instead of import and export 
to backup, which can be used to restore in times of need: 

 Manualbackup 

[oracle@r7103 bin]$ sudo ./ocrconfig -local -manualbackup 

R7103     2010/04/05 13:14:09     
/opt/app/oracle/product/11.2.0/grid/cdata/r7103/backup_20100405_1
31409.olr 

dell295013     2009/10/21 12:10:49     
/opt/app/oracle/product/11.2.0/grid/cdata/backup_20091021_121049.
olr 
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Installing and configuring Oracle Database  

Oracle home can be installed in the following ways: 

 Installing onto the internal server hard drive  

 Installing onto SAN storage using ACFS 

Installing onto the internal server hard drive  

 To install Oracle Database 11g Release 2 on the local hard drive check the 
detailed installation steps provided in the Oracle Database Installation Guide for 
Linux. 

 A key point is that it is safe to install the software only first in order to avoid any 
SGA limitations that can crop up and then use the dbca tool to create the test 
database or you can create the database manually. 

 The database is created on the shared storage in the case of a clustered 
database that is configured with CLARiiON CX4 (as explained previously) and on 
CX4 CLARiiON unshared storage in case of a standalone database server. 

Installing Oracle Database 11g Release 2 on CLARiiON CX4 storage using ACFS 

The two major steps for installing Oracle Database on storage using ACFS are 
described next. 

Configuring storage for installation 

The high availability, robust features of an EMC storage infrastructure are put to use 
as the home for Oracle database binaries by making use of ACFS. 

The steps involved are as follows: 

1. Carve out the LUNs of the desired size and create an ASM disk group as described 
earlier and mount it. 

2. Set the compatibility parameters of asm and advm: 

Sqlplus > Alter diskgroup acfs set attributes ‘compatible.asm’ = ’11.2’; 

Sqlplus > Alter diskgroup acfs set attributes ‘compatible.ADVM’ = ’11.2’; 

3. Create an oracle ASM volume from a mounted disk group with the asmcmd 
volcreate command: 

ASMCMD > volcreate –G diskgroup_name –s 10G volume1 

4. Determine the volume name (two options): 

ASMCMD > volinfo –G acfs volume1 

Or 

Sqlplus > select volume_device from v$asm_volume; 

5. Create a file system using  the volume created: 

http://download.oracle.com/docs/cd/E11882_01/install.112/e16763/toc.htm
http://download.oracle.com/docs/cd/E11882_01/install.112/e16763/toc.htm
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/sbin/mkfs –t acfs /dev/asm/volume1-123  

(Here the volume1-123 is the name derived from the previous step) 

6. (Optional; This step is used to auto mount on each cluster member listed in the 
registry.) Register the file system with acfsutil: 

/sbin/acfsutil  registry  –a  /dev/asm/volume1-123 
/opt/app/oracle/acfsmounts/myacfs 

7. Mount the file system with Oracle ACFS. If registered using the previous step wait 
until auto mounted; no need to manually mount. If not, mount manually: 

/bin/mount –t acfs  /dev/asm/vol1-123  /opt/app/oracle/acfsmounts/myacfs 

The mount point should be always at ORACLE_BASE and in our case the 
ORACLE_BASE is “/opt/app/oracle”. Root privilege is required to run the mount 
command.  

8. The asmca utility can also be used to create a volume: 

a. Set the ORACLE_HOME to GRID_HOME and then use the following command to 
use the asmca utility  

      ./asmca  

b. Click the Volumes tab, then click the Create button and enter the volume 
name, select the disk group and size, and click OK, as shown in the next 
figure. 

 

 

Figure 9. Volume creation  
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The volume is now created. Figure 10 shows details of the volume create. 

 

Figure 10. ACFS volume information 

 

c. Click the ASM Cluster File System tab, and then click Create. On this screen 
select the volume to create the file system. You see two options — one for the 
database and the other for general purpose. Select the radio button Database 
File System. Enter the Database Home Mountpoint ($ORACLE_BASE/acfs/xxx), 
Database Home Owner Name (oracle), and Database Home Owner Group 
(oinstall). Click OK . This can be seen in Figure 11. 
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Figure 11. Depicting the creation of an ASM cluster file system 

The file system is created and mounted. Details are shown in Figure 12. 
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Figure 12. The existing ASM cluster file system 

An important point to note is that in case of the database home, the size should be a 
minimum of 6 GB. Installation fails if it is smaller than 6 GB. 

Installation of an Oracle 11g Release 2 database  

In both of the following installation cases Oracle home can be installed on the acfs 
mount point. While installing, browse and select the acfs mount point as the Oracle 
11g Release 2 database software destination as shown in Figure 13. 

 Standalone database server  

 RAC database 
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Figure 13. Selecting an acfs mount for installing the Oracle 11g  Release 2 database 
software  

The installer will install the software at the destined location and displays all the 
information related to the database as shown in Figure 14. 
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Figure 14. Successful installation of an Oracle 11g Release 2 database on an ASM 
cluster file system 

In the case of a cluster database, as the destination used is the shared file system, 
the parameter files of both oracle instances will be placed in the 
$ORACLE_HOME/dbs location of the oracle home on both.  
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Figure 15. Placement of Oracle parameter files 

While accessing the database, ORACLE_HOME, as usual, should be set to the 
software location. For example: 

export ORACLE_HOME=/opt/app/oracle/acfsmounts/db_1 

export ORACLE_SID=acfs1 (and ORACLE_SID=acfs2 on node2 and so on) 

Upgrading to Oracle Database 11g Release 2 
The upgrade consists of two phases: 

1. Grid infrastructure upgrade (even for standalone since ASM is a component) 

Please follow the Oracle document How to Upgrade to Oracle Grid Infrastructure 
11g Release 2. 

2. Database upgrade 

Please follow the document Oracle Database Upgrade Guide.  

http://download.oracle.com/docs/cd/E11882_01/install.112/e17212/procstop.htm#BABEHGJG
http://download.oracle.com/docs/cd/E11882_01/install.112/e17212/procstop.htm#BABEHGJG
http://download.oracle.com/docs/cd/E11882_01/server.112/e17222/toc.htm
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The following are important points to remember for installation: 

 To upgrade existing Clusterware installations to the Oracle Grid infrastructure, the 
Oracle software installed earlier must be greater than or equal to 10.1.0.3, 
10.2.0.3, or 11.1.0.6. 

 For rolling upgrades the existing Clusterware should be at least at the oracle 
11.1.0.6 release level. 

 Memory considerations 

Oracle Database 11g Release 2 Grid is highly redesigned compared to previous 
releases. Now it provides impressive features and therefore also consumes much 
more memory. Check the RAM limitation prior to installations. Grid infrastructure 
processes alone consume 10 times more memory, especially on 32-bit systems. 

The next two figures compare memory consumption between the two releases. 

 

Figure 16. Memory consumption by Oracle Database 11g R1 processes 
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Figure 17. Memory consumption by Oracle Database 11g  Release 2 processes  

 You need to create the OAASM and ASMADMIN groups for the ASM instance.  

 If in a cluster environment the owner who owns the cluster software should 
perform the upgrade. 

 The upgrade option is automatically selected when ./runInstaller is run; after 
accepting the option it detects the already existing ASM instance. Shut down the 
ASM instance and database instance at that point. 
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Figure 18. An existing ASM instance is detected 

 During an upgrade make sure you select the correct groups for the ASM instance.  

 Oracle Database and Clusterware upgrades are always out-of-place upgrades. So 
select the home in either case outside those that were in the previous release. 

 Make sure that  “Migrate ASM” is set to “true” in the summary page before the 
upgrade process begins. 

 After the upgrade, check /etc/oratab to see if the entry of ASM pointing to the grid 
home is made. 

 Also ensure the upgrade of grid is successful by issuing: 

Crsctl query crs activeversion 

 After the CRS upgrade to the Grid infrastructure we need to take care of the OCR 
and the voting devices. 

Migrating the OCR files 

EMC used ASM for the testing involved, so this example shows the steps involved: 

First, create an ASM disk group with at least normal redundancy as described in 
the Configuring the storage using ASM section. 
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./ocrconfig –add +OCR  

 

Now remove the old device: 

./ocrconfig –delete /dev/raw/raw1 

./ocrconfig –delete /dev/raw/raw2 

 

Migrating the voting files 

./crsctl replace votedisk +OCR 

The redundancy of the asm disk group decides the number of voting devices. In 
this case it is 3. 

 Upgrading Oracle Database is a straight-forward process. 

 Make sure MTU values are set to the same size on all nodes of the cluster. Issues 
during the upgrade have been encountered when different values of MTU and use 
of 10G iSCSI cards were involved. 

Conclusion  
The deployment of Oracle Database 11g Release 2 on EMC unified storage leads the 
way toward building an efficient infrastructure that lets you store, leverage, and 
protect data by providing high availability through the use of RAID protection, storage 
replication technology, and so on. Flexibility and scalability without service 
interruption have also been demonstrated using EMC unified storage arrays in Oracle 
Database 11g Release 2 environments. High availability features in the EMC storage 
infrastructure can be put to use as a destination for Oracle binaries and enable the 
startup of the Oracle database instance from storage using the Oracle ACFS feature. 
EMC unified storage is a solid midrange platform for use with Oracle Database 11g 
Release 2.  The guidance described in this paper is intended to be a step-by-step 
guide to achieve a reliable installation of Oracle Database 11g Release 2 on EMC 
unified storage. 
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